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Assessments: project

o Project deliverable 1is due 11:59pm tonight,
Thu Oct 8

o Please fill out peer review:
https:/ /forms.cloud.microsoft/r/NKimWCuwyb



https://michaelmilleryoder.github.io/cs1671_fall2026/project.html#deliverable-1
https://michaelmilleryoder.github.io/cs1671_fall2026/project.html#deliverable-1
https://forms.cloud.microsoft/r/NKimWCuwyb

Assessments: project

e Project proposal presentations will be in class
next Tue Oct 13

o Add your group’s slides to this shared
presentation

o Maximum 5 minutes, please


https://michaelmilleryoder.github.io/cs1671_fall2026/project.html#project-proposal-presentation
https://michaelmilleryoder.github.io/cs1671_fall2026/project.html#project-proposal-presentation
https://pitt-my.sharepoint.com/:p:/g/personal/mmyoder_pitt_edu/IQDf6aWJBelDTp-AB2M8qFAgAX35F8553a5Wi18g2DGjtJ8?e=8dElbb
https://pitt-my.sharepoint.com/:p:/g/personal/mmyoder_pitt_edu/IQDf6aWJBelDTp-AB2M8qFAgAX35F8553a5Wi18g2DGjtJ8?e=8dElbb

Project components

Baseline system Advanced system

DIEIEI=1ol s Propose method

DIEINVIEI Lol lS (N itial result Propose method

Final report Final results Final results

SCI open-source LLMs available for APl use:
Gemma 3, Llama 3.1, Deepseek R1



Assessments: homework

e Homework 2 on text classification i1s due next Thu
Oct 15

o Implement a logistic regression classifier with
different features



https://michaelmilleryoder.github.io/cs1671_fall2026/hw2
https://michaelmilleryoder.github.io/cs1671_fall2026/hw2

Student-led study group

e A study group led by students has formed

e Let me know If you're interested and | can connect you!



Review: neural networks

Discuss with a neig

1. Describe the ste

nbor:

DS of computation that occur In

the “forward pass” of a neural network to make

predictions

2. How are word vectors like word2vec trained to
roughly represent word meaning?



Overview: neural networks part 2

o Feedforward neural networks as classifiers

e Feedforward neural networks with word
embedding input

e Training neural networks
o Coding activity: build an FFNN



Feedforward neural nets as classifiers

10



Classification: Sentiment Analysis

We could do exactly what we did with logistic regression
Input layer are binary features as before

Output layer is 0 or 1
U

"
Slide adapted from jurafsky & Martin



Sentiment Features

Var Definition
X1 count(positive lexicon) € doc)
x;  count(negative lexicon) € doc)

{ 1 if “no” < doc

X .
e (0 otherwise

x4  count(lst and 2nd pronouns € doc)
{ 1 if " e doc

X .
s 0 otherwise

x¢  log{word count of doc)

12
Slide adapted from jurafsky & Martin



Feedforward nets for simple classification

Logisti 2-layer
ogistic. W feedforward
Regression S

f, f, f

f, ;

Just adding a hidden layer to logistic regressioﬁ

 allows the network to use non-linear interactions between
features

* which may (or may not) improve performance.

13
Slide adapted from jurafsky & Martin
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Slide adapted from jurafsky & Martin



Working through an example

=[02123]

15
Slide adapted from jurafsky & Martin



Feedforward neural networks with
word embedding input

16



Even better: representation learning

The real power of deep learning comes

from the ability to learn features from the
data

Instead of using hand-built human-
engineered features for classification

Use learned representations like
embeddings!

17

Slide adapted from jurafsky & Martin



Neural net classification with embeddings as input features!

p(positive sentiment|The dessert is...)

Output layer
sigmoid

Hidden layer

Projection layer

embeddings
E embedding tor  embedding for embedding for
word 534 word 23864 word 7
The dessert is
Slide adapted from Jurafsky & Martin W1 Wo W3
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Issue: texts come in different sizes

This assumes a fixed size length (3)! TR Mg ohmpe
o . . embedding tor embeading Tor embedding tor

Kind of unrealistic. R

Some simple solutions: [ The [ dessert | is |

Wy Wy W3

1. Make the input the length of the longest review
« |f shorter then pad with zero embeddings
« Truncate if you get longer reviews at test time

2. Create a single "sentence embedding" (the same

dimensionality as a word) to represent all the words
e Take the mean of all the word embeddings

« Take the element-wise max of all the word embeddings
 For each dimension, pick the max value from all words

19
Slide adapted from jurafsky & Martin



Training feedforward neural networks

20



Intuition: training a 2-layer Network

} Loss function L(¥, y)

Backward

* =t

Forward pass

Training instance

21
Slide adapted from jurafsky & Martin



Remember stochastic gradient descent
from the logistic regression lecture—find
gradient and optimize

Slide credit: David Mortensen

22



The Intuition Behind Training a 2-Layer Network

For every training tuple (x,y)

1. Run forward computation to find the estimate y

2. Run backward computation to update weights
- For every output node

- Compute the loss L between true y and estimated §
- For every weight w from the hidden layer to the output layer: update the weights

- For every hidden node

- Assess how much blame it deserves for the current answer
- From every weight w from the input layer to the hidden layer
- Update the weight

23

Slide credit: David Mortensen



Computing the gradient requires finding
the derivative of the loss with respect to
each weight in every layer of the network.
Error backpropagation through
computation graphs.

Slide credit: David Mortensen



Reminder: gradient descent for weight updates

Use the derivative of the loss function with respect to
: d
weights — L(f(x;w),y)
To tell us how to adjust weights for each training item
> Move them in the opposite direction of the gradient
d
Wiy = We — T?%LCE(}C(X; w),y)

o For logistic regression

aLCE(yay) _ |
Iw; = [o(w-x+b) —ylx; )

Slide adapted from jurafsky & Martin



Where did that derivative come from?

Using the chain rule of derivatives! f(x) = u(v(x)) ﬂ — du : dv
dx dv dx
- Derivative of the weighted sum
a Derivative of the Activation
Derivative of the Loss
() dL 0L dy 0z
7 —_— =
wy /Wyl W\ b awl ay 0z awl

26
Slide adapted from jurafsky & Martin



How can | find that gradient for every weight in the network?

These derivatives on the prior slide only give the updates for one
weight layer: the last one!

What about deeper networks? For training, we need the derivative
of the loss with respect to each weight in every layer of the network

* Lots of layers, different activation functions?

* Butthe loss is computed only at the very end of the network!
Solution:

* FEven more use of the chain rule!!

< This)process Is called error backpropagation (Rumelhart et al
1986

27
Slide adapted from jurafsky & Martin



Backpropagation on a two layer network

28
Slide adapted from jurafsky & Martin



Backpropagation on a two layer network

X1 X2 oL oL a2l 9z[21 galtl M1l
oWy, dal2l azl2l gqaltl gzl1] an[ll] 2

Slide adapted from jurafsky & Martin



Backpropagation on a two layer network

Y oL  _ y y-1 o
a[Z] aal2l — (a[Z] + 1_a[2]) from derivative of cross-
2] entropy loss
W 2 [2] dal?l
W b aZ[Z] = a[z](l — a[z]) from derivative of sigmoid
11 alll 5212] 2] - |
. Sl — W, from derivative of weighted sum
Wil bl1] aall |0 forzIt <0

] = 1 for Z[l] > Ofrom derivative of RELU

9zl N
m = X1 from derivative of product
11

L oL 9al@ 9z21 gqltl o701
= 942l 972 galtl gzt Ap, Ml
oWy, 0dal?l 0z!?l Qgalll 9z ow .

Slide adapted from jurafsky & Martin



Backpropagation on a two layer network

oL dal?l :
. - a
dalzl 0gzl2]

0z[2]
Z_— Wl[lz]from derivative of weighted sum

aall |0 forzIt <0

ozl 11 for zI11 > 0

9zl N
m = X1 from derivative of product
W11

X1 X oL oL a2l 9z[21 galtl M1l
~ 9121 3,021 gl g 1 Al
6W11 da 0z da 0z am,ll 31

from derivative of RELU

Slide adapted from jurafsky & Martin



Backpropagation on a two layer network

y —

ql?l =25
Wl =15
7z = 3
x1 — 4‘2

Slide adapted from jurafsky & Martin

oL dal?l :
. - a
dalzl 0gzl2]

az[2]
az[ll = Wl[lz]from derivative of weighted sum
aall |0 forzIt <0

ozltl |1 for zl11 > 0
9zI1] L
——7 — Xifrom derivative of product
ow,

L oL 9al@ 9z21 gqltl o701

from derivative of RELU

oWy, dal2l azl2l gqaltl gzl1] an[ll] 5



Backpropagation on a two layer network

33
Slide adapted from jurafsky & Martin



For training, we need the derivative of the loss with
respect to weights in early layers of the network

« But loss Is computed only at the very end of the
network!

Solution: backpropagation

Given the derivatives of all the functions in it we can
automatically compute the derivative of the loss with
respect to these early weights.

34



Muddiest point: Backprop is confusing!

With a neighbor, discuss what questions you have
about backpropagation.

35



Coding activity: build an FFNN

36



Notebook: feedforward neural network

1. Go to this nbgitpuller link (also available on course
website)

2. Start a server with TEACH - 6 CPUs - 45 GB

3. Load custom environment at
[ix1/cs1671-2026f/ class-env/.pixi/envs/default

4. Open session14_ffnn.ipynb

37


https://jupyter.crc.pitt.edu/hub/user-redirect/git-pull?repo=https%3A%2F%2Fgithub.com%2Fmichaelmilleryoder%2Fcs1671_fall2026_jupyterhub&urlpath=lab%2Ftree%2Fcs1671_fall2026_jupyterhub%2F&branch=main
https://jupyter.crc.pitt.edu/hub/user-redirect/git-pull?repo=https%3A%2F%2Fgithub.com%2Fmichaelmilleryoder%2Fcs1671_fall2026_jupyterhub&urlpath=lab%2Ftree%2Fcs1671_fall2026_jupyterhub%2F&branch=main

	Slide 1
	Slide 2
	Slide 3: Assessments: project
	Slide 4: Assessments: project
	Slide 5: Project components
	Slide 6: Assessments: homework
	Slide 7: Student-led study group
	Slide 8: Review: neural networks
	Slide 9: Overview: neural networks part 2
	Slide 10: Feedforward neural nets as classifiers
	Slide 11: Classification: Sentiment Analysis
	Slide 12: Sentiment Features
	Slide 13: Feedforward nets for simple classification
	Slide 14: Working through an example
	Slide 15: Working through an example
	Slide 16: Feedforward neural networks with word embedding input
	Slide 17: Even better: representation learning
	Slide 18: Neural net classification with embeddings as input features!
	Slide 19: Issue: texts come in different sizes
	Slide 20: Training feedforward neural networks
	Slide 21: Intuition: training a 2-layer Network
	Slide 22
	Slide 23
	Slide 24
	Slide 25: Reminder: gradient descent for weight updates
	Slide 26: Where did that derivative come from?
	Slide 27: How can I find that gradient for every weight in the network?
	Slide 28: Backpropagation on a two layer network
	Slide 29: Backpropagation on a two layer network
	Slide 30: Backpropagation on a two layer network
	Slide 31: Backpropagation on a two layer network
	Slide 32: Backpropagation on a two layer network
	Slide 33: Backpropagation on a two layer network
	Slide 34: Summary
	Slide 35: Muddiest point: Backprop is confusing!
	Slide 36: Coding activity: build an FFNN
	Slide 37: Notebook: feedforward neural network


    𝜕 L  𝜕  W 11 =   𝜕 L  𝜕  a   [ 2 ] ⋅   𝜕  a   [ 2 ]  𝜕  z   [ 2 ] ⋅   𝜕  z   [ 2 ]  𝜕  a   [ 1 ] ⋅   𝜕  a   [ 1 ]  𝜕  z   [ 1 ] ⋅   𝜕  z  [ 1 ]  𝜕  W 11  [ 1 ]


    𝜕 L  𝜕  a   [ 2 ] = −  (  y   a   [ 2 ] +   y − 1  1 −  a   [ 2 ] )


    𝜕 L  𝜕  W 11 =   𝜕 L  𝜕  a   [ 2 ] ⋅   𝜕  a   [ 2 ]  𝜕  z   [ 2 ] ⋅   𝜕  z   [ 2 ]  𝜕  a   [ 1 ] ⋅   𝜕  a   [ 1 ]  𝜕  z   [ 1 ] ⋅   𝜕  z  [ 1 ]  𝜕  W 11  [ 1 ]


    𝜕  a   [ 2 ]  𝜕  z   [ 2 ] =  a   [ 2 ] ( 1 −  a   [ 2 ] )


    𝜕  z   [ 2 ]  𝜕  a   [ 1 ] =  W 11  [ 2 ]


    𝜕  a   [ 1 ]  𝜕  z   [ 1 ] =  {    0   f o r    z  [ 1 ] < 0   1   f o r     z  [ 1 ] ≥ 0


    𝜕  z   [ 1 ]  𝜕  W 11  [ 1 ] =  x 1


    𝜕 L  𝜕  a   [ 2 ] ⋅   𝜕  a   [ 2 ]  𝜕  z   [ 2 ] =  a   [ 2 ] − y


    𝜕 L  𝜕  W 11 =   𝜕 L  𝜕  a   [ 2 ] ⋅   𝜕  a   [ 2 ]  𝜕  z   [ 2 ] ⋅   𝜕  z   [ 2 ]  𝜕  a   [ 1 ] ⋅   𝜕  a   [ 1 ]  𝜕  z   [ 1 ] ⋅   𝜕  z  [ 1 ]  𝜕  W 11  [ 1 ]


    𝜕  z   [ 2 ]  𝜕  a   [ 1 ] =  W 11  [ 2 ]


    𝜕  a   [ 1 ]  𝜕  z   [ 1 ] =  {    0   f o r    z  [ 1 ] < 0   1   f o r     z  [ 1 ] ≥ 0


    𝜕  z   [ 1 ]  𝜕  W 11  [ 1 ] =  x 1


    𝜕 L  𝜕  W 11 =   𝜕 L  𝜕  a   [ 2 ] ⋅   𝜕  a   [ 2 ]  𝜕  z   [ 2 ] ⋅   𝜕  z   [ 2 ]  𝜕  a   [ 1 ] ⋅   𝜕  a   [ 1 ]  𝜕  z   [ 1 ] ⋅   𝜕  z  [ 1 ]  𝜕  W 11  [ 1 ]


    𝜕  z   [ 2 ]  𝜕  a   [ 1 ] =  W 11  [ 2 ]


    𝜕  a   [ 1 ]  𝜕  z   [ 1 ] =  {    0   f o r    z  [ 1 ] < 0   1   f o r     z  [ 1 ] ≥ 0


    𝜕  z   [ 1 ]  𝜕  W 11  [ 1 ] =  x 1


  y = 1
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