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● Hosted by the Sara Fine Institute here at 
SCI

● Selected essays in Feminist AI book: 
https://academic.oup.com/book/55103

● Thursday 12-1pm meetings on Zoom

○ Sep 17, Oct 15, Nov 19

● Sign up here!
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Digital Futures reading group: Feminist AI

https://academic.oup.com/book/55103
https://nam12.safelinks.protection.outlook.com/?url=https%3A%2F%2Fdocs.google.com%2Fforms%2Fd%2Fe%2F1FAIpQLScmP8zc4qDe_q87OWGRT4fcgl8JYxab5L41l3jBjAXP09cM4w%2Fviewform&data=05%7C02%7CMMYODER%40pitt.edu%7C108e424705344949983c08df01dfae6e%7C9ef9f489e0a04eeb87cc3a526112fd0d%7C1%7C0%7C639231732354047119%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=adU%2BbewZwOWXxJSRDX%2BcGW1tgqRFTgqAMozGIhkvhUI%3D&reserved=0


● First in-class quiz is next class, Tue Feb 15

○ Covers readings from all the sessions up to that point

○ Looking over the reading is a great way to prepare

○ Session 3: J+M 2-2.6, 2.8, 2.10

○ Session 6: J+M 5.4, 11.1.1

○ Can cover content assigned in reading that is not discussed in class

○ Content from other sessions will not be included

● 3-4 questions

● Conceptual, not programming

● Lowest quiz score in the course will be dropped

● Quizzes are only 6% of your course grade total
5

Assessments: quiz



● In class on Canvas, 10 minutes to complete it (1-1:10pm)

● Allowed resources

○ Textbook

○ Your notes (on a computer or physical)

○ Course slides and website

● Resources not allowed

○ Generative AI

○ Internet searches

● If you won’t be in class, let me know and I can accommodate
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Assessments: quiz



● Project idea form to submit project ideas is due next Tue Sep 15

● Take a look at the example projects on the project website. You can 
submit one or more of those for the form, or submit your own idea!

● Have a potential project idea that involves deriving insight from a dataset 
of text, or building an NLP system that can do something with text? You 
can submit it!

○ Ideas do not need to be well-formed

○ Ideas that have data already available are more realistic

● You will later choose from an anonymized list of project ideas on Project 
Match Day, Sep 22
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Assessments: project

https://forms.cloud.microsoft/r/fe5w2jWkd1
https://forms.cloud.microsoft/r/fe5w2jWkd1
https://michaelmilleryoder.github.io/cs1671_fall2026/project#example-projects


● Homework 1 is due next Thu Feb 17

● Covers text processing and regular 
expressions in Python
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Assessments: homework

https://michaelmilleryoder.github.io/cs1671_fall2026/hw1.html
https://michaelmilleryoder.github.io/cs1671_fall2026/hw1.html
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What do you remember about 
what machine learning is or what 
you can do with it?

Review activity
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Structure of this course

Approaches How text is represented NLP tasks

statistical machine learning n-grams language modeling
text classification

language modeling
text classification
sequence labeling

NLP applications and ethicsMODULE 5

MODULE 4

MODULE 3

MODULE 2

MODULE 1 Prerequisite skills for NLP text normalization, linear alg., prob., machine learning
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● Term-document matrices (bag of words)

● Cosine similarity

N-grams

Coding activity: clickbait n-gram document representations
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Overview: Bag of words, n-grams
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Bag of words document representation

Slide from Jurafsky & Martin
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Slide credit: David Mortensen
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Slide credit: David Mortensen



Term-document matrices
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Term-document matrix

Slide cdatapted from David Mortensen

battle soldier fool wit

As You Like It 1 2 36 20

Twelfth Night 0 2 58 15

Julius Caesar 7 12 1 2

Henry V 13 36 4 3

● Each cell is the count of term t in a document d (tft,d)
● Each document is a count vector in ℕV, a row above
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Term-document matrix

Slide cdatapted from David Mortensen

● Each cell is the count of term t in a document d (tft,d)
● Each document is a count vector in ℕV, a row above

battle soldier fool wit

As You Like It 1 2 36 20

Twelfth Night 0 2 58 15

Julius Caesar 7 12 1 2

Henry V 13 36 4 3
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Term-document matrix

Slide cdatapted from David Mortensen

● Documents are similar if their vectors are similar

battle soldier fool wit

As You Like It 1 2 36 20

Twelfth Night 0 2 58 15

Julius Caesar 7 12 1 2

Henry V 13 36 4 3
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Visualizing document vectors

Slide from Jurafsky & Martin
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Vectors are the basis of information retrieval

Slide adapted from Jurafsky & Martin

● Vectors for comedies are different from tragedies
● Comedies have more fools and fewer battles

battle soldier fool wit

As You Like It 1 2 36 20

Twelfth Night 0 2 58 15

Julius Caesar 7 12 1 2

Henry V 13 36 4 3



Cosine similarity
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Do we care about magnitude/word frequencies? (No)
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Measuring similarity between document vectors

Slide adapted from Jurafsky & Martin



Given 2 document vectors v and w
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Cosine measures the similarity between document vectors

Slide credit: David Mortensen

|v|= ෍

i=1

N
vi
2



-1: vectors point in opposite directions

+1:  vectors point in same directions

0: vectors are orthogonal

But since raw frequency values are non-negative, the cosine for term-
term matrix vectors ranges from 0–1
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Cosine as a similarity metric for vectors

Slide adapted from Jurafsky & Martin, David Mortensen
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N-grams



● A sequence of n words

● “Pittsburgh is cold in the winter.”

● Representations of documents:

○ Unigram: counts of all individual words

■ {Pittsburgh, is, cold, in, the, winter}

○ Bigram: counts of all sequences of 2 words

■ {Pittsburgh is, is cold, cold in, in the, the winter}

○ Trigram: counts of all sequences of 3 words

■ {Pittsburgh is cold, is cold in, cold in the, in the winter}

○ 4gram, etc

● Term-document matrix becomes even sparser!
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N-grams



● Bag of words representations of documents

○ Counts of terms in documents (no order info)

○ Can be represented in vector form as…

● Term-document matrices

● Cosine to measure similarity between vectors 
for documents or words

● N-grams are sequences of n words (tokens)

Conclusion
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Coding activity: 
clickbait n-gram document representations



1. Go to this nbgitpuller link (also available on course website)

2. Log in with your Pitt username if necessary

3. Start a server with TEACH - 6 CPUs - 45 GB

4. Load custom environment at 
/ix1/cs1671-2026f/class-env/.pixi/envs/default

5. This should pull the cs1671_fall2026_jupyterhub folder into your 
JupyterLab

6. Open session6_clickbait_ngrams.ipynb
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N-gram document representations on JupyterHub

https://jupyter.crc.pitt.edu/hub/user-redirect/git-pull?repo=https%3A%2F%2Fgithub.com%2Fmichaelmilleryoder%2Fcs1671_fall2026_jupyterhub&urlpath=lab%2Ftree%2Fcs1671_fall2026_jupyterhub%2F&branch=main
https://jupyter.crc.pitt.edu/hub/user-redirect/git-pull?repo=https%3A%2F%2Fgithub.com%2Fmichaelmilleryoder%2Fcs1671_fall2026_jupyterhub&urlpath=lab%2Ftree%2Fcs1671_fall2026_jupyterhub%2F&branch=main
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